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The linguistic model as defined in the Meaning Text Theory (MTT) is, first of all,
a language production model. This makes MTT especially suitable for language
engineering tasks related to synthesis: text generation, summarization,
paraphrasing, speech generation, and the like. In this article, we focus on text
generation. Large scale text generation requires substantial resources, namely
grammars and lexica. While these resources are increasingly compiled for high
density languages, for low- and middle density languages often no generation
resources are available. The question on how to obtain them in a most efficient
way becomes thus imminent. In this article, we address this question for MTT-
oriented text generation resources.

1. Introduction

With the progress of the state of the art in Computational Linguistics and Natural
Language Processing, language engineering has become an increasingly popular and
pressing task. This is in particular true for applications in which text synthesis
constitutes an important part — among other things, automatic text generation,
summarization, paraphrasing, and machine translation.

Large coverage text synthesis in general requires substantial resources for each of
the languages involved. While for high density languages, more and more resources are
available, many of the low- and middle density languages are still not covered. This
may be due to the lack of reference corpora, the lack of specialists knowledgeable in
the field and in the language in question, or other circumstances. The question which
must obviously be answered when a text synthesis application is to be realized for a
low- or middle density language for which no text synthesis resources are available as
yet: How can these resources be obtained in the most rapid and efficient way? This
obviously depends on the exact kind of resources needed and thus, to a major extent, on
the application and the linguistic framework underlying the implementation of the
given system that addresses the application.

In this article, we focus on one case of text synthesis: the natural language text
generation. We discuss the types of resources required for a text generator based on the
Meaning Text Theory, MTT [1, 2, 3, and 4]. MTT is one of the most common rule-
based linguistic theories used for text generation. This is not by chance: MTT’s model
is synthesis (rather than analysis, or parsing) oriented and it is formal enough to allow



for an intuitively clear and straightforward development of resources needed for
generation.

The remainder of the article is structured as follows. In Section 2, we present the
basics of the MTT-model and the kind of resources it requires. Section 3 contains a
short overview of the tasks implied in text generation. In Section 4, text generation
from the perspective of MTT is discussed. Section 5 elaborates on the principles for
efficient compiling of generation resources and Section 6 discusses how resources for
new languages can be acquired starting from already existing resources. Section 7
addresses the important problem of the evaluation of grammatical and lexical resources
for MTT-based generation. Section 8, finally, contains some concluding remarks.

As is to be expected from an article summarizing an introductory course on the use
of Meaning-Text Theory in text generation, most of the material is not novel. The main
information sources used for Section 2 have been [1, 2, 3, and 5]. For Sections 4, 5, and
7, we draw upon [6, 7, 8, and 9] and, in particular, on [10], which is reproduced in parts
in the abovementioned sections. A number of other sources of which we also make use
are mentioned in the course of the article.

2. Meaning-Text Theory and its Linguistic Model

MTT interprets language as a rule-based system which defines a many-to-many
correspondence between an infinite countable multitude of meanings (or semantic
representations, SemRs) and an infinite multitude of texts (or phonetic representations,
PhonRs); cf., e.g., [1, 2, and 3]:
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This correspondence can be described and verified by a formal model — the Meaning-
Text Model (MTM). In contrast to many other linguistic theories such as Systemic
Functional Linguistics [11, 12], Functional Linguistics [13]; Cognitive Linguistics [14,
15], Role and Reference Grammar [16], etc., MTT is thus in its nature a formal theory.

An MTM is characterized by the following five cornerstone features:

(i) it is stratificational in that it covers all levels of a linguistic representation:
semantic, syntactic, morphological and phonetic, with each of the levels being
treated as a separate stratum;

(it) it is holistic in that it covers at each stratum all structures of the linguistic
representation: at the semantic stratum, the semantic (or propositional)
structure (SemS) which encodes the content of the representation in question,
the communicative (or information) structure (CommsS) which marks the
propositional structure in terms of salience, degree of acquaintance, etc. to the
author and the addressee, and the rhetorical structure (RhetS) which defines
the style and rhetorical characteristics that the author wants to give the
utterance under verbalization; at the syntactic stratum, the syntactic structure
(SyntS), the CommS which marks the syntactic structure, the co-referential
structure (CorefS) which contains the co-reference links between entities of
the syntactic structure denoting the same object, and the prosodic structure
(ProsS) which specifies the intonation contours, pauses, emphatic stresses,
etc.; at the morphological stratum, the morphological structure (MorphsS)
which encodes the word order and internal morphemic organization of word



forms, and the ProsS; at the phonetic stratum, the phonemic structure
(PhonS) and the ProsS.'

(iii) it is dependency-oriented in that the fundamental structures at each stratum are
dependency structures or are defined over dependency structures;

(iv) it is equivalence-driven in that all operations defined within the model are
based on equivalence between representations of either the same stratum or
adjacent strata;

(v) it is lexicalist in that the operations in the model are predetermined by the
features on the semantic and lexical units of the language in question — these
features being stored in the lexicon.

Depending on the concrete application in which we are interested, more or less strata,
more or less structures are involved. As mentioned in Section 1, in this article, we
focus on automatic text generation, i.e., on written, rather than on spoken texts.
Therefore, the more detailed definition of the notion of the Meaning-Text Model can
discard the phonetic representation, such that the definition reads as follows:

Definition: MTT Model, MTM

Let SemR be the set of all well-formed meaning (or semantic) representations,
SyntR the set of all well-formed syntactic representations, MorphR the set of
all well-formed morphological representations and Text the set of all texts of the
language & such that any SemR € SemR, any SyntR € SyntR, and any
MorphR € MorphR is defined by the corresponding basic structure and a
number of auxiliary structures: SemR = {SemS, CommS, RhetS}, SyntR =
{SyntS, CommsS, CorefS, ProsS}, and MorphR = {MorphS, ProsS}. Let the
basic structures be directed labeled graphs of different degree of freedom such
that any directed relation » between a node a and node b in a given structure, a—
r—b, expresses the dependency of b on a of type r. Let furthermore @ and b be
semantic units in a SemS € SemR, lexical units in a SyntS € SyntR, and
morphemes in a MorphS € MorphR. Then, the MTM of “over SemR U SyntR
u MorphR u Text is a quadruple of the following kind

MTM = (MSemSynts MSymMorphs MMorphText: fﬂ)‘, SuCh that

A grammar module M; (with i € {SemSynt, SyntMorph, MorphText}) is a
collection of equivalence rules, 1is the set of dictionaries (lexica) of & and the
following conditions hold:

V SemR; € SemR: (3 SyntR; € SyntR: Mgemsyn(SemR;, &) = SyntR;)
V SyntR; € SyntR: (3 MorphR; € MorphR: Mgymaorn(SyntR;, &) = MorphR;)
V MorphR; € MorphR: (3 Text; € Text: MyorphtexMorphR;, &) = Text;)

The syntactic and morphological strata are further split into a “deep”, i.e., content-
oriented, and a “surface”, i.e., “syntax oriented” substratum, such that in total we have
to deal with six strata; Figure 1 shows the resulting picture.

" In what follows, we will call the semantic, syntactic, morphological, and phonemic structures the
“basic structures” of the corresponding stratum.



Semantic Representation Semantic Representation

MSemSynt MS@mDSym
DeepSynt Repr.
Syntactic Representation Mogmssin
SurfaceSynt Repr.
MSymMmph MYS‘WDMWM
Deep-Morph Repr.
Morphological Representation Mprtorphsmtorph
A Surface-Morph Repr.
Mwarplx Text
V MitorphText
Text Text

Figure 1: Meaning-Text Linguistic Model

In the remainder of the section, we briefly describe the individual strata, the modules of
the MTM and the dictionaries the modules make use of.

2.1. Definition of the Strata in an MTM

As already outlined above, a linguistic representation at a given stratum of the MTM is
defined by its basic structure and the co-referential, communicative, rhetorical, and
prosodic structures as complementary structures that are defined over the
corresponding basic structure. The rhetorical structure can also be treated as part of the
context of situation [17] and the prosodic structure is irrelevant for written texts; we
leave them thus aside in our rough introduction to MTT and focus on the first three
structures, which are essential for our application.

2.1.1. Basic structures at the individual strata of an MTM

Let us introduce, in what follows, the definition of the basic structures of an MTM that
play a role in text generation: the semantic, the deep-syntactic, the surface-syntactic,
and the deep-morphological structures. Surface-morphological structures are similar to
deep-morphological structures except that they already have all morphological
contractions, elisions, epenthesis and morph amalgamation performed. Therefore, we
do not discuss them here.

Definition: Semantic Structure (SemS)

Let Ss., and Rg,,, be two disjunct alphabets of a given language & where Sg,,, is
the set of semantemes of ¢/ and Ry, is the set of semantic relation names
{1,2,...}. A semantic structure, Strs, is a quadruple (G, «, B Ds) over Ss., U
RSem with

— G = (N, A) as a directed acyclic graph, with the set of nodes N and the set of

directed arcs A;

— o as the function that assigns to eachn € Nan s € Sg.,,

— [ as the function that assign to each a € A an r € Ry,

— Dy as the semantic dictionary with the semantic valency of all s € S,
such that for any a(n;) —f(ay)—a(n;) € Strs the following restrictions hold:



1. Aa;) is in the semantic valency pattern of a(n;) in Dy
2.3 ny, ar: o) =Rap—al(nw) ~ Kay) = Ka)) = a = arn ny=ny,

The conditions ensure that a SemS is a predicate-argument structure.
Although SemS is language-specific, it is generic enough to be isomorphic for
many utterances in similar languages. Consider, e.g., the following eight sentences:

1.

2.

Eng. Orwell has no doubts with respect to the positive effect that his
political engagement has on the quality of his works.

Ger. Orwell hat keine Zweifel, was den positiven Effekt seines politischen
Engagements auf seine Arbeiten angeht

lit. “‘Orwell has no doubts what the positive effect of his political engagement on his
works concerns’.

Rus. Orvell ne somnevaetsja v tom, cto ego politiceskaja angazirovannost'
polozZitel'no vijaet na kacestvo ego proizvedenij

lit. “‘Orwell does not doubt in that that his political engagement positively influences
[the] quality of his works’.

Serb. Orvel ne sumnja u to da njegov politicki angazman deluje povoljno na
kvalitet njegovih dela

lit. “‘Orwell does not doubt in that that his political engagement acts positively on [the]
quality of his works’.

Fr. Orwell n’a pas de doute quant a [’effet positif de son engagement politique
sur la qualité de ses ceuvres

lit. ‘Orwell does not have doubt with respect to the positive effect of his political
engagement on the quality of his works’.

Sp. Orwell no duda que sus actividades politicas tienen un efecto positivo en
la calidad de sus obras.

lit. ‘Orwell does not doubt that his political activities have a positive effect on the
quality of his works’.

Cat(alan). Orwell no dubta que les seves activitats politiques tenen un efecte
positiu en la qualitat de les seves obres

lit. “‘Orwell does not doubt that the his political activities have a positive effect on the
quality of the his works’.

Gal(ician). Orwell non dubida que as suas actividades politicas tefien un
efecto positivo na calidade das suas obras

lit. ‘Orwell does not doubt that the his political activities have a positive effect on
quality of-the his works’.

Some of the sentences differ with respect to their syntactic structure significantly, yet
their semantic structures are isomorphic, i.e., they differ merely with respect to node
labels. Figure 2 shows the English sample. The number ‘i’ of a semanteme stands for
the ‘i-th sense’ of the semanteme’s name captured by this semanteme.

Note that the structure in Figure 2 is simplified in that it does not contain, for
instance, temporal information which corresponds to a specific verbal tense at the
syntactic strata; it does not decompose the comparative semanteme ‘better.5’; etc.

To obtain the other seven semantic structures, we simply need to replace the
English semantemes by the semantemes of the corresponding language. This is not to
say that the semantic structures of equivalent sentences are always isomorphic. They

% The original French sentence is from [3].



can well differ both within a single language (cf. [18] for semantic paraphrasing within
one language) and between languages — for instance, when the distribution of the
information across the same semantic representation is different as in the case of the
Indo-European vs. Korean/Japanese politeness system [7].

‘sure.3’
1 2
‘Orwell’ ‘cayse.1’
1 1 2
‘engdge.1’ ‘become.1’

2

Figure 2: Semantic structure of sentence 1

Definition: Deep-syntactic Structure (DSyntS):
Let Lp , Rpsyn and G, be three disjunct alphabets of a given language & where
Lp is the set of deep lexical units (LUs) of & Rpg,, is the set of DSynt relations
{LIL 1, ...} of & and G, the set of semantic grammemes of &
A DSyntS, Strpsyn, 18 a quintuple (G, o, £, 3, Dy) over Lp U Rpgyn U Giep, With
— G = (N, A) as a dependency tree, with the set of nodes N and the set of arcs
A
— a as the function that assigns to eachn € Nan/ € Lp
— [ as the function that assigns to each a € 4 an ry4; € Rpgy
— 7. as the function that assigns to each ¢(n) a set of semantic grammemes
— Dy as the dictionary with the syntactic valency of all/ € L,
such that for any a(n;) —ai)—>ou(n;) € Strpsy, the following restrictions hold:

1. Ay is in the syntactic valency pattern of e(n;) in Dy
2.3 n, ag: o) —=Ka)—>alng) A Ka) = Ka) = ax = aynn;=ny,

The set of deep-lexical LUs contains the LUs of the vocabulary of the language & 'to
which two types of artificial LUs are added and three types of LUs are excluded. The
added LUs include: (i) symbols denoting lexical functions (LFs), (ii) fictitious lexemes.

LFs are a formal means to encode lexico-semantic derivation and restricted lexical
co-occurrence (i.e., collocations); cf., among others, [19, 20, 21, and 22]: SMOKE
— SMOKER, SMOKER = HEAVY [~], SMOKE = HAVE [a ~\], ... Each LF
carries a functional label such as S;, Magn and Oper;: S;(SMOKE) = SMOKER,
Magn(SMOKER) = HEAVY, Oper;(SMOKEy) = HAVE.

Fictitious lexemes represent idiosyncratic syntactic constructions in ¢ with a
predefined meaning — as, for instance, <X ountnoun Nnumber” Meaning ‘roughly N of X’ in
Russian.

? «~* stands for the LU in question.



The excluded LUs involve: (i) structural words (i.e., auxiliaries, articles, and
governed prepositions), (ii) substitute pronouns, i.e., 3 person pronouns, and (iii)
values of LFs.

Semantic grammemes are obligatory and regular grammatical significations of

inflectional categories of LUs; for instance, nominal number: singular, dual, ...; voice:
active, passive, ...; tense: past, present, future; mood: indicative, imperative, ...; and
SO on.

Compared to SemS, DSyntS is considerably more language-specific, although it is
abstract enough to level out surface-oriented syntactic idiosyncrasies; cf. Figure 3 for
the DSyntS of the sentences 1 (English) and 3 (Russian) from above. Oper; and Bon
are names of LFs. The subscripts are the grammemes that apply to the lexeme in
question.

ATT
Operimpree R = NO SOMNEVATSIA pgprer—— 3 NET
I “doubt’ ‘not’
| 11 "
ORWELL DOUBT ngetpt ORVELL VLUAT,, AR o 5o

< ) f
N\ Orwell ‘influence’
ATTR A

Bon————— EFFECT (s
ATTR ANGAZIROVANNOST’,, KA(V:ESTVOsg

‘engagement” | 1 ‘quality’
Operlind,pres ll

! l ORVELL POLITIKA,,

‘Orwell’ ‘politics’
ENGAGEMENTs;  EFFECTgets PROIZVEDENIE,,
| 1 1 work
|
ORWELL  POLITICS gofq QUALITY getse
I
ORVELL
WORK gty e
I
ORWELL

Figure 3: DSyntSs of the sample sentences 1 and 3 above

Divergences between semantically equivalent DSyntSs can be of lexical, syntactic, or
morphological nature [23, 6, and 7].

Definition: Surface-syntactic Structure (SSyntS)
Let L, Rssyn and G, be three disjunct alphabets of a given language & where L
is the set of lexical units (LUs) of & Rggy,, is the set of SSynt relations and G,
the set of semantic grammes.
A SSyntS, Strgs,., is a quintuple (G, a, B, 3, D;) over L U Rggyn \J Gy, With
— G = (N, A) as a dependency tree, with the set of nodes N and the set of arcs
A
— « as the function that assigns to eachn € Nan/ € L
— [ as the function that assigns to each a € 4 an 7y, € Rgg
— 7. as the function that assigns to each a(n) a set of semantic grammemes
— Dy as the dictionary with the syntactic valency of all/ € L



such that for any a(n;) —ar)—>o(n;) € Strss,,, the following restrictions hold:

1. Aa;) is in the syntactic valency pattern of a(n;) in D,
2.3 ny, ai: ony) —Fap)—olny,) A Bla) = Ka)) = ar=a;An;=n,,

Consider in Figure 4 as example of an SSyntS, the surface-syntactic structure of
sentence 7 (i.e., Catalan) from above.

NE
DUBTARim—G> NO

‘doubt’ .
swbj

ORWELL QUE ‘that’
rel.pron

_TEN lRind,prcs ‘have’
subj dobj

ACTIVITAT,, EFECTE;, ‘effect’
‘activity’ mod

det mod .
mod POSITIU |0bj UN
EL SEU “positive’ ‘@’
‘the’ *his’

EN ‘in’ .
POLITIQUE prep.obj
‘political’

QUALITAT,; ‘quality’

det prep.mod
EL ‘the’ DE ‘of
prep.obj
OBRA,, ‘work’
det mod
EL ‘the’ SEU ‘his’

Figure 4: SSyntS of the sample sentence 7 above

Definition: Deep-morphological structure (DMorphS)
Let L and G,,,, be disjunct alphabets of a given language ¢4 where L is the set of
lexical units (LUs) of @ and G,,,, the set of semantic grammemes.
A DMorphS, Strpyonn, is a quadruple (G, o, &, 3, p) over L U G, With
— G = (N, <) as a chain, with the set of nodes N and the precedence relation
<,
— «a as the function that assigns to eachn € Nan/ € L
— xas the function that defines over N the set of constituents C
— 7. as the function that assigns to each (n) a set of semantic grammemes
— p: as the function that defines for each pair ¢;, ¢; € C a precedence order
relation.



The main function of a DMorphS is thus to provide a linearization of the dependency
tree as given in the corresponding SSyntS. Following [24], we assume that in contrast
to the preceding basic structures, DMorphS also reflects a phrase structure.” Consider,
e.g., the Catalan DMorphS for our sample sentence:

ORWELL,, <[[NO < DUBTARssinpes] <[QUE <[ELgmpr < SEUgmpr < ACTIVITATgmp:
<POLITIQUEgmp] < TENIR3ppindpres < [UNmasese < EFFECTEpuscse < POSITIUpaeese < EN
< ELfemsg < QUALITAT e sg < [DE < [ELgempt < SEUfgempt < OBRA fempi]]]1

Figure 5: DMorphS of the sentence 7 above

2.1.2. Co-referential structure

A co-referential structure (CorefS) consists of a set of (bidirectional) co-references
between different nodes of a given basic structure that denote the same object. CorefS
is defined over a DSyntS or an SSyntS; given that a SemS is an acyclic graph (rather
than a tree), there is no need to repeat nodes that denote the same object: all relations
can refer to one single node without that well-formedness conditions of the
propositional structure are violated. As a consequence, CorefS is defined between deep
lexeme nodes (in a DSyntS) and between surface lexeme nodes (in a SSyntS). For
instance, in Figure 3, CorefSpsy, would contain ‘N;fORWELL] <> N;fORWELL]* and
‘Ni[EFFECT] <> N;[EFFECT]" (with i and j being the number of the corresponding
nodes in the propositional structure).

2.1.3. Communicative Structure

The Communicative Structure (CommS) (or information structure) is central to text
generation in that it determines the distribution of the information across a sentence and
ensures the cohesion between the sentences. In contrast to commonly known proposals
concerning information structure [26, 27, 28, and 29], CommS in an MTM is a very
rich multidimensional structure that is defined over a basic structure:

Definition: Communicative structure (CommS)

Let Str; be a basic structure at the stratum S,. The communicative structure
CommsS; defined over Str; is a set of possibly overlapping labeled areas, such that
the labels belong to eight different dimensions D; (i = 1,2,...,8) as specified
below and the following restriction holds: If in the CommsS; two areas overlap,
then, the labels of these areas belong to different dimensions. The set of
dimensions is given by the following eight dimensions:

D1: {Theme, Rheme, Specifier}

D2: {Given, New}

D3: {Focalized, Non-focalized}

D4: {Foregrounded, Backgrounded, Neutral}

D5: {Presupposed, Non-Presupposed}

D6: {Emphasized, Non-Emphasized}

D7: {Unitary, Articulated}

D8: {Signaled, Performed, Communicated}

* For some languages, a more complex phrase-like structure is needed to determine the word order.
Consider, for instance, the topological field model for German [25]; for the treatment of the field model in
MTT, see [24].



For a detailed introduction to CommS in general and to all eight dimensions, see [5]; to
give an impression of how important CommS is, it suffices to focus on the first four
dimensions.

2.1.3.1. The Thematicity Dimension

The three-partite Thematicity-dimension is the primary dimension in text generation.
Rheme identifies what is stated; Theme identifies about what Rheme is stated; and
Specifier captures the circumstances under which the statement is made.” In complex
structures, the Theme or Rheme elements may be recursive, i.e., contain embedded
Thematicity partitions; cf. the Thematicity structure of SemS from Figure 2 in Figure 6,
where Rheme is subsequently subdivided into more fine-grained Theme-Rheme
partitions:

Figure 6: Thematicity distribution in SemR of sentence 1 (the outgoing arrow of ‘work.5” points to ‘Orwell’)

Thematicity is so crucial for text generation because it provides information for the
determination of the basic sentence structure: roughly speaking, the Theme-element is
predestined to become the subject of a clause and the Specifier-elements attributive
constructions.

2.1.3.2. The Givenness Dimension
The bipartite Givenness-dimension with Given and New as its elements is equally
immediately reflected in the sentence structure and the morpho-syntactic features of its
elements. Given is what the author presents as known to the addressee, and New is what
the author presents to be unknown to the addressee. Figure 7 illustrates the influence of
Giveness on generation. The left side contains simple semantic structures with different
distributions of Given [G] and New [N]. The right side shows the effect of each
distribution at the surface of the corresponding sentence.

] [‘show’ln = Some friends present | make a presentation of a show.
present’]g —2— [‘show’]x = Some friends make the presentation of a show.
present’]g —2—> [‘show’]ls = Some firiends make the presentation of the show.
present’]g —2— [‘show’]c = The friends make the presentation of the show.

[‘friends’]y «1— [‘present’]y —2—
[“friends’]y «1-
[“friends ]y < 1-
[“friends’]g «1-

3

3

[
[
[
[

Figure 7: Expression of different Givenness distributions

* Note that outside the MTT, Thematicity is two-partite in that it consists of Theme and Rheme only.



2.1.3.3. The Focalization Dimension

The Focalization-dimension identifies elements of an utterance that are logically
important to the author himself (i.e., are in his focus of attention). A standard syntactic
means to express focalization of an element is its fronting. Consider the expression of
focalization of the semanteme ‘show’ in the first of the semantic structures in Figure 7:

9. Itis a show some friends are making a presentation of.

2.1.3.4. The Foregrounding Dimension

The Foregrounding-dimension identifies elements of an utterance that are
psychologically primary to the author (the corresponding elements are Foregrounded)
and those that are unimportant to him (the corresponding elements are Backgrounded).
Common syntactic means for foregrounding is raising and for backgrounding —
appenditive parentheses. Cf., for illustration, Figure 8.

Rh Foregr/Backgr
1 \
Figure 8: Foregrounded/Backgrounded elements in a SemS

If we foreground the fragment ‘son’ —2— ‘Mary’, the resulting sentence is 10; if we
background it, the resulting sentence is 11:

10. Mary’s son John won the race.
11. John (who is Mary’s son) won the race.

2.2. Grammar Modules of an MTM

With the definition of the representations at the different strata at hand, we can define
the grammar modules of an MTM.

Definition: Grammar Module Ms; ;.

Let R; and R;;; be the multitudes of well-formed representations of the linguistic

model at the strata S; and S,.,, respectively. Then, a (Grammar) Module M; g+,

consists of a set of elementary rules such that for any well-formed R; € R; there

is a subset of rules M's; 5+ = Ms; s+ such that

(i) each rule from Mg, establishes a correspondence between a minimal
fragment of R; and a minimal fragment of R;,;€ R;4;

(i) each node and each arc of R; is covered by at least and at most by one rule
Mg si+1

For each pair of adjacent strata, a distinct grammar module has thus to be defined. The
rules in the grammar modules are of a standard format: ‘L << R | Conditions’, i.e., they
contain a lefthand side representation R; € R;, a righthand side representation R;;; €



R;+; and a number of (optional) conditions that restrict the equivalence. Consider five
sample rules from different grammar modules in Figure 9. Rules 1 and 2 are samples
from the Sem <> DSynt grammar module. Units in single quotes stand for semantemes;
names beginning with a ‘?” are variables; ‘Lex(a)’ stands for the lexeme corresponding
to the semanteme o.. In Rule 1, the semanteme ‘intensive’ is mapped onto the LF Magn
(of the lexeme that corresponds to the semanteme bound to the variable ?Xs), and the
semanteme bound to ?Xs is mapped onto its lexeme. The predicate-argument relation
between ‘intensive’ and ?Xs is mapped onto the DSynt-relation ATTR. Note also that
the orientation of both relations is opposite. The rule applies only if the lexeme
expressing the semanteme bound to ?Xs possesses a Magn-value. Rule 2 maps the
semantic relation 1 onto the deep-syntactic relation | — if Lex(?Xs) has in its
Government Pattern (GP) a first DSynt-actant, and, in case Lex(?Xs) is a verb, it is
finite and no passive construction is foreseen.®

1) ‘intensive’ Magn 2) 7Xs Lex(?Xs)
e Lex(?Xs) has 1 o Lex(?Xs) has | in its GP
! < ATTR a Magn LF <] o If Lex(?Xs) is a verb: it is
finite and no passive

9Xs Lex(?Xs) 7Ys Lex(?Ys)|  foreseen.

3) Magn  @Magn(?Xds) 4) ?Xds 7Xss 5)  ?2Xss
| < |subj subj < ?Xdm < ?Ydm

ATTR| < modif

7Xds ?7Xss 7Yds ?2Yss 2Yss

Figure 9: Sample grammar rules from different grammar modules

Rules 3 and 4 are samples of the DSynt <> SSynt module. In Rule 3, the Magn-LF
label corresponds to the value of Magn applied to the lexeme bound to ?Xds: ‘@LF(L)’
stands for the application of the LF to the lexeme A and use of the value lexeme.’ The
deep lexeme ?Xds corresponds to the surface lexeme ?Xss, and the DSynt-relation
ATTR corresponds to the SSynt-relation modif(ier). We dispense with the outline of
the conditions for the application of this equivalence. Rule 4 exemplifies the
correspondence between the DSynt-relation | and the SSynt-relation subj(jective) —
including the correspondence between their arguments (again, certain conditions that
we do not indicate here must be fulfilled).

Rule 5 defines the correspondence between the subjective relation and the
precedence relation between the subject and its verbal governor — meaning that the
subject comes linearly before the verb. Obviously, this rule is language-specific since
in free word order languages, the order between all sentence elements is largely
determined by the communicative structure.

As must have become clear, the rules imply correspondence links between nodes
of the left hand side and those of the right hand side — although these usually are not
made explicit. Thus, in the rules above, ‘intensive’ corresponds to Magn, ?Xs’

© Note that the choice of the passive is due to the communicative structure at the semantic side and is
handled by another rule.
” For the interpretation of LFs as “deep lexemes” and as functions, see [30].



corresponds to ‘Lex(?Xs)’, etc. As we will note in Section 4, in a formal model for text
generation, these links need to be made explicit.

2.3. The lexica in an MTM

Rich lexica play a key role in an MTM. These lexica are known as Explanatory
Combinatorial Dictionaries, ECDs [21]. Each lexical entry in an ECD consists of a
certain number of zones. The following three zones are of special relevance in the
context of text generation: 1. the lexical definition of the LU in question, 2. the
government pattern of the LU, 3. the lexical functions that apply to this LU.

The lexical definition presents the meaning of the LU. It can be more or less
decomposed. Consider a possible definition of Eng. ADMIRATION:

Emotional attitude of X, favorable with respect to Y because of the action, state
or property Z of Y, which X believes extraordinary.

X, Y, and Z are the semantic actants implied in the definition; in terms of semantic
roles, X is the Experiencer, Y is the Object (of the attitude), and Z is the Cause (of the
attitude).

The government pattern (GP) of an LU specifies: (i) this LU’s syntactic and
semantic valency, (ii) the projection between the semantic and syntactic valencies, (iii)
the subcategorization patterns of the LU. Semantic valency specifies the semantic
actant slots determined by the meaning of the LU; syntactic valency does so with
respect to syntactic actant slots. For the majority of the LUs, semantic and syntactic
valencies are projected one-to-one onto each other — as in the case of ADMIRATION.
Table 1 shows a standard GP-table for Fr. ADMIRATION ‘admiration’. ‘N’ stands for
noun or nominal phrase, ‘A for possessive adjective, and ‘A’ for adjective.

Table 1: Government Pattern for Fr. ADMIRATION

X=1=1I Y=2=1II Z=3=1II
1. de ‘of’ N 4. de ‘of’ N 8. pour ‘for’ Ay + N
2. Aposs 5. pour ‘for’ N
3.A 6. devant ‘in front’ N
7. envers ‘towards’ N

The LFs that apply to an LU are listed together with their values. Cf. some LFs of Fr.
ADMIRATION and of Eng. ADMIRATION in Table 2.’

Table 2: Sample LFs for Fr. ADMIRATION and Eng. ADMIRATION

Able; | sujet ‘subject’, enclin ‘tend’, porté a [ART ~] ‘carried to’ | open [to ~]
Able, | digne ‘worth® be worthy [of ~]
Ver, | justifiée ‘justified’, fondée ‘funded’, sincére ‘sincere’ Jjustified, well-founded, sincere, ...
AntiVer, | injustifiée ‘unjustified’, de commande ‘of the order’ grudging
Oper; | éprouver ‘feel’, ressentir ‘sense’, avoir ‘have’, ... feel [~], have [~]
IncepOper; | tfomber [en ~] ‘fall i’ fall [in ~]

¥ However, this is not always the case; cf. e.g, FLY, where Z=3 (the Instrument) is usually not
expressed by a syntactic actant: He flew from Barcelona to Montreal.
° The translations of the French LF-values are literal.



FinOper, | perdre [ART ~] ‘lose’ lose
Oper, | attirer ‘attract’ ... compel, draw
ContFuncy | durer ‘last’ last
FinFunc, | s’éteindre ‘extinguish’, s ‘evanouir ‘vanish’, ... vanish

3. The Basics of Text Generation

Text generation is the production of written material from a formal representation. The
formal representation which serves as input can extremely vary: some text generators
start from a surface-oriented syntactic structure, while others start from extra-linguistic
numerical data series. Samples of MTT-generators are available for both extremes.
Consider, e.g., [31] for a “shallow” syntactic generator and [32, 33] for “deep”
generators. In order to cover the whole range of MTM-strata, we focus on the latter.

From the perspective of deep generation, text generation involves the following

major tasks:

(1) Content selection: selection of the content that is to be rendered in a textual
format from a given data or knowledge base.

(2) Discourse structure planning: construction of a text plan that determines in
which order the discourse units are to be presented and how they are linked in
order to ensure coherence.

(3) Sentence planning, which in its turn consists of several demanding subtasks:

a. Aggregation: fusion of structures or content to avoid reduplication,

b. Sentence packaging: determination of sentence boundaries,

c. Sentence structure determination: selection of the overall syntactic
structure of sentences,

d. Lexicalization: Mapping of semantic units encountered in the content
(semantic) structures onto lexical units.

(4) Surface realization: Spelling out of the morphological features associated with
the lexical units.

Let us briefly introduce each of these tasks in order to be able to discuss then in Section
4 how an MTM is used for text generation.

3.1. Content Selection

The task of content selection assumes that not all content that is available to the
generator is to be communicated to the reader. Strictly speaking, content selection is
not a text generation task in the sense text generation has been defined above. Rather, it
implies the assessment of the relevance of the given data or knowledge sources with
respect to the addressee’s profile, the context of the situation and the general state of
affairs as judged by an expert of the field. It can be thus realized as an “expert system
shell” prior to rendering the relevant data’knowledge structures into a textual format by
a text generator, into a table format by a table generator or into a graphic form by a
graphic generator. "

Nonetheless, content selection is traditionally considered a part of text generation.
Often, it is combined with discourse planning into a more complex task, namely zext

' The choice of the most appropriate mode for rendering the relevant information to the reader is
another task in multimodal text generation.



(or macro) planning. How appropriate this combination is depends on the genre of the
text under generation. For narration, it is natural to select the content as the story goes
on; for reports on numerical time series, the content that is to be communicated is
better chosen beforehand using expert knowledge. For instance, for air quality
bulletins, the information on threshold exceedance, on highest and/or lowest
concentrations of air pollutant substances, on remarkably sharp rises and falls of the
concentrations due to changing meteorological conditions, etc. is predestined for
communication [34]. Thus, if, as shown in Figure 10, the air quality index reaches at
16:00 the highest mark on a 6 grade scale, both the mark and its rating should be
transmitted to the addressee.

time | 11:00 | ... 16:00 AQ-index | 1 2 3 6
AQ-index | 3 ... 6 rating | very | good fair . very
good bad

Figure 10: Numeric time series in the air quality domain

One of the formats for the codification of the selected content are the Conceptual
Graphs, CG [35]. CGs are semantic networks with concepts as nodes and semantic
roles (such as OBJ(ect), VAL(ue), R(e)S(u)LT, ATTR(ibute)) between the concepts as
arcs. The concept nodes can be typed. Consider Figure 11 for the codification of the
information highlighted in Figure 10 in grey as a conceptual graph.

concept:air_quality_index concept:air_quality_e.
type: index 4_ type: evaluation

concept: 6 concept: very_poor
type: number type: mark

Figure 11: Codification of content in terms of Conceptual Graphs
3.2. Discourse structure planning

Two major strategies for discourse structure planning are known: (i) schema-driven
planning [36] and (ii) Rhetorical Structure Theory (RST)-driven planning [37].
Schemata, or scripts [38], encode standard patterns of the discourse structure in terms
of predefined sequences of rhetorical predicate constructions. Their use is convenient
in the case of a static discourse and content structure — as, e.g., in weather report
generation [32]: as a rule, the past, current and future atmospheric and meteorological
conditions are always presented in the same sequence such that one general discourse
structure (or schema) can defined and used for any input.'' RST-driven planning
implies a dynamic construction of a discourse tree or graph in which between the
“discourse  spans” coherence relations of the type ELABORATION,
INTERPRETATION, CAUSE, JUSTIFICATION, etc. hold [39, 40]. For instance,
between the two statements from Figure 11 ‘air quality index is 6’ and ‘air
_quality_evaluation results in “very poor” °, the INTERPRETATION-relation holds;

' In practice, the discourse schemas are usually dynamic to a certain extent in that they can be adapted
to the changing input data by changing the order of the appearance of some fragments or dropping them.



cf. Figure 12. Since INTERPRETATION is an asymmetric relation, it is directed. ‘N’
stands for governor or “nucleus”, and ‘S’ for dependent or “satellite”.

INTERPRETATION

N — —S
concept:air_quality_index concept:air_quality e.
type: index type: evaluation

concept: 6 concept: very bad
type: number type: mark

Figure 12: Illustration of the discourse relation INTERPRETATION

Schema-based and RST-based planning strategies can be combined [41, 42, and 43].
3.3. Sentence planning

Sentence (or micro) planning is certainly the most challenging task in text generation
and still awaits its final solution. State of the art text generators — including MTT-based
generators — address the individual subtasks of sentence planning in isolation, some of
them rather ad hoc and shallow (as, e.g., sentence packaging and sentence structure
determination), others in more depth (as, e.g., aggregation and lexicalization, and
especially such aspects of lexicalization as referring expression generation).

3.3.1. Aggregation

As mentioned above, aggregation deals with the fusion of linguistic or knowledge
structures to avoid reduplication of information and thus to achieve a higher degree of
text conciseness; see, among others [44, 45]. A reduplication of information can be of
contextual, conceptual, lexico-semantic, or syntactic nature; cf. the following
examples:?

12. a. Last year, John spent his summer holidays in Barcelona.
b. In the summer of 2007, Mary spent her holidays in the capital of Catalonia.
c. In the summer of 2007, James spent his leisure time in Barcelona.

13. Last year, John, Mary and James spent their summer holidays in Catalonia’s
capital Barcelona.

Sentence 13 contains the information from 12a-c in a concise form. To be able to fuse
‘last year’ and ‘2007°, we need to know that the year of reference is 2008 — which is
contextual information. That summer holidays are during the summer and that
Barcelona is the capital of Catalonia is extra-linguistic, i.e., conceptual information.
The information that ‘leisure time’ and ‘vacations’ mean (roughly) the same is of
lexico-semantic nature and the realization of the possessive construction in Catalonia’s
capital Barcelona instead of the repetition of in Barcelona and in the capital of
Catalonia is of syntactic nature.

12 To save some space, we give here examples in terms of actual sentences rather than in terms of the
corresponding structures.



Each type of aggregation can be handled by aggregation rules at the corresponding
level of linguistic representation.

3.3.2. Sentence packaging

The central task of sentence packaging is to partition a given semantic structure into
sentences — without, however, having necessarily determined the structure of these
sentences. This task is highly language-specific. For instance, English favours much
shorter sentences than German and Russian. In current text generators, sentence
packaging is solved more or less ad hoc. Most often, the conceptual structures (or, after
discourse planning, the discourse spans) already implicitly predetermine the division of
the content into clauses and subsequently sentences. For illustration, Figure 13 shows
the semantic structure corresponding to the conceptual structure of Figure 12 and its
packaging into two sentences.

S1 1 ‘mean’ 2
_—
52 ‘index’ ‘quality’
1 2 1 2
‘quality’ 6’ air’ ‘bad’
1
1
‘air’ ‘intense’

Figure 13: Sentence packaging in a semantic structure

3.3.3. Sentence structure determination

Sentence structure determination can be performed together with sentence packaging or
after it. In any case, the structure of a sentence is decisively influenced by the
communicative structure. As illustrated in Subsection 2.1.2 above, dimensions such as
Thematicity, Focalization, etc. require specified elements to be realized as syntactic
subject or object, to be fronted, raised, etc. Essential is also the information on the
communicative dominance of an element in a given sentence structure. Thus, the
dominance of the semanteme ‘mean’ in the S1 package of Figure 13 will lead to a
sentence like S2 means that the air quality is very poor, while the dominance of the
semanteme ‘quality’ will lead to a sentence like Given S2, the quality of the air is very
poor.

Func2

I " MEAN
| 11
INDEX 6 THIS Func2
! | I
QUALITY QUALITY AntiBon
‘. | ¢ ATTR‘
AIR AIR VERY

Figure 14: Interdependency between CommSemS and DSyntS



Some works, in fact, treat the role of the communicative structure in generation; cf.,
among others, [46, 47, 48]. However, the majority of the generators foresee a default
sentence structure that mirrors the semantic or conceptual structure. To take our sample
semantic structure from Figure 13 further, consider in Figure 14 (previous page) one of
its possible communicative structures and the DSynt-structures that correspond to this
communicative structure. The realization of ‘index’ —1—‘quality’ —1—‘air’ as Theme
and ‘6’ as Rheme in S2, leads to a DSyntS with the Func,-LF as DSynt-head such that
the NP headed by INDEX is the first DSynt-actant and ‘6’ the second DSynt-actant. At
the SSynt-stratum, the default realization of | is subjective and of 11 it is dir.objective.
In S1, S2 is as a whole Theme, so the most adequate realization is the sentential
reference THIS as DSyntA |. With Th3 and Rh3 embedded in Rhl, the corresponding
DSyntS must foresee a clause realization of Th3+Rh3; Func, as governor fulfils the
constraints.

3.3.4. Lexicalization

As mentioned above, lexicalization has been one of the most popular research topics in
sentence planning or even in text generation in general. It is a two-partite task: 1.
lexicalization proper, i.e., finding adequate names for the individual semantic units or
configurations of semantic units, and 2. choice of referring expressions in the case of a
multiple occurrence of a name in a sequence of sentences in order to ensure cohesion.
In some frameworks — including MTM — both subtasks are performed at different
stages of generation.
The lexicalization algorithms proposed in the literature differ widely [49]. Some
assume a one-to-one association of words with semantic units such that lexicalization is
realized as a search in the semantic resources — be they an ontology or a conceptual net
[50, 51]; some match fragments of the semantic structure with definitions of lexical
units [52]; and others do first a direct dictionary look-up and explore then the best
lexicalization among available (quasi-synonymous) options [48, 53]. Note that in
Figure 14, lexicalization is done in parallel with the sentence structure determination,
i.e., DSyntS already contains deep lexemes.

For work on the choice of referring expressions as a separate task, see, e.g., [54,
55, 56, and 57].

3.4. Surface generation

Surface generation is the less demanding and best mastered part of text generation. Its
scope may vary in that it may cover generation starting from ordered (surface-)
syntactic structures or simply the instantiation of the morphological features associated
with the individual lexemes. But usually, it does not go beyond a straightforward
realization of predetermined surface structures.

3.5. Summary: The linguistic framework and the requirements of text generation

Various linguistic theories have been used as theoretical foundation of text or sentence
generators. However, the tasks of generation require some features that are easier and
more naturally provided by some theories than by others. Let us summarize the most
important of these features and assess what they imply:



e As a rule, generation is required to start from an abstract representation or
even from numerical data series
= given that abstract (conceptual or semantic) structures are predicate-
argument structures, the use of a dependency theory is more
straightforward.
e Involves planning of text structures
= requires supra-sentence modelling instruments
e Involves planning of sentence structures
= requires the availability of the communicative structure
e  Must be able to vary and use idiosyncratic expressions and word combinations
= requires rich lexica that are fully integrated into the generation procedure
e Experience has shown that it is most adequate to treat the different tasks of
generation separately
= favours a multistratal model
e  Should be formally verifiable
= requires a formal framework beneath the generator
e  Should be easily maintainable
= favours a modular organization

In the next section, we discuss how an MTM can be used for generation and to what
extent it meets the above requirements.

4. Text Generation Using MTMs

MTT is one of the most popular linguistic theories in text generation because it
possesses all of the required features — with the exception of the notion of discourse
structure and text planning mechanisms, which need to be interfaced with an MTM-
based generator kernel. Before we discuss how this is done, we need to reinterpret the
MTM in the sense of a generator: as pointed out above, MTM is an equivalence or
correspondence model, while generation presupposes a transition model. More
precisely, we can view generation in the sense of an MTM as a sequence of transitions
between representations of adjacent strata — starting from the semantic stratum, up to
the surface-morphological stratum. Let us have a more formal look at the realization of
this transition model.

4.1. Formal realization of the MTM

The following characteristics of the MTM when viewed as transition model are
decisive for its realization; see [8]:

e transitions take place between two adjacent levels of representation; no
intermediate representations containing fragments of representations from both
levels are admitted;

e the correspondence between chunks of representations is static;

e access is available to the source structure and the target structure of the
transition as well as to the context of both structures;

e the transition rules are (at least theoretically) bidirectional and can be used in
parallel.



These characteristics suggest the use of finite state transducers [58], only that in the
case of an MTM and text generation, we have to deal with graph transducers rather
than with string transducers.

4.1.1. MTM-grammar modules for generation

In order to be able to use the MTM-grammars presented above for generation, the
following three actions must be taken:

(i) the rules must be made more exhaustive, explicit and formal,

(i1) an algorithm that applies the rules of a given module to an input structure of the
stratum S; and transduces it into an output structure of the stratum S;;; must be
defined and implemented;

(iii) the format of the dictionaries and the access of the dictionaries by the
transduction algorithm must be formalized.

In what follows, we present these three actions as realized in the MATE workbench
[59, 60].

4.1.1.1. Grammar rule format in MATE

A grammar G;_,;+; to map a structure of S; to a structure of S;»; in MATE consists of a
set of minimal grammar rules of the following general format; see [60, 39ff) for
details:"?

left side (1s): <g>

right side (rs): <gi+1>

right context (rc): <gisr>

conditions (cd): <Boolean expression over ¢, S;, and S;, ;>

correspondences (cr): {n;; & M4k}

with g; being a graph defined over the node and arc alphabets of S;, g;.; and g';,; graphs
defined over the node and arc alphabets of S;.;; ¢/ being the dictionaries, n;; being a
node € g;, and n;;, being a node € g;;;. The statement ‘n;; < n;1,,’ establishes a link
between the corresponding nodes in g; and g;.; in order to ensure that (i) information
can be propagated from one node to another node across strata; (ii) isolated fragments
of the target structure introduced upon the application of the rule can be unified to one
connected well-formed structure. A rule is applied to an input structure defined over
the alphabets of S; if the specified conditions are fulfilled and if an isomorphic image of
g+ (the right context) has been identified in the target structure. As indicated, the
conditions may be defined over all dictionaries and both strata S; and S;.;.

The left side ‘Is’ of a rule in G;_,;; consists either of an elementary linguistically
meaningful graph defined over the alphabets of S; or a graph that is transduced to an
elementary linguistically meaningful graph defined at the right side ‘rs’ over the
alphabets in S;;;. As a rule, an elementary meaningful graph consists either of a single
node (a linguistic name) or a single arc (a linguistic relation) — although sometimes
bigger structures are required. For illustration, consider sample rules for the first four
types of transductions involved in MTT-based generation from a conceptual structure:
a Con-Sem rule, a Sem-DSynt rule, a DSynt-SSynt rule, and a SSynt-DMorph rule.

1% See also [10] for a more detailed exposition.



Rule 1 (a Cons-Sem rule):
Is: ?Xcon {PTIM->?T{con= “tomorrow”}}
rc: ?Xsem{tense=FUT}
Cr: Xcon&?Xsem

Rule 1 maps the conceptual time relation PTIM between the concept denoted by the
variable ?Xcon and the “universal” concept TOMORROW onto the tense feature
‘FUT’ of the semanteme denoted by the variable ?Xsem. Note that ?Xsem is specified
in the right context slot, which means that the semanteme bound to ?Xsem is assumed
to have already been introduced into the target structure by another rule.

Rule 2 (a Sem-DSynt rule):
Is: ?Xsem {?r->?Ysem}
rs: ?2Xds{l1->?Yds}
rc: ?Xds
cr: Xseme?Xds; ?Ysem&?Yds
cd: lexicon::(?Xds.lex).(gp)-(?r)=1

Rule 2 maps the semantic relation (denoted by the variable ‘?r’) of the semanteme
bound to ?Xsem onto the DSynt-relation | of the lexical unit L bound to ?Xds. The
conditions ensure that this is in accordance with the government pattern of L. The node
7Xds must already be present in the target structure. The semantic node bound to
?Xsem corresponds to the deep-syntactic node bound to ?Xds and the node bound to
7Y sem corresponds to the node bound to ?Yds.

Rule 3 (a DSynt-SSynt rule):

Is: ?Xds {dpos=V; Finiteness=FIN; mood=IND; tense=FUT}

rs: ?Xss{ slex=will
dpos=Ilexicon::(will).dpos
spos=lexicon::will)_spos
tense=PRES
aux_completive->?Xss{finiteness=INF}

rc: ?Xss

cr: Xds®&?Yss; ?Xdse&?Xss

cd: lexicon::(id).(is0)=ENG

Rule 3 introduces for an English verbal lexeme (referred to by ?Xds) that carries in the
DSyntS the grammemes FIN, IND, and FUT, the auxiliary WILL. WILL inherits from
?7Xds via the correspondence link the grammemes of finiteness and mood, but not of
tense — which is PRES. Note that in this case, one DSynt-node corresponds to two
SSynt-nodes.

Rule 4 (a SSynt-DMorph rule):
Is: ?Xss {dpos=V
subj->?Yss
?r->?Zss}
rs: ?Ytp{b->rc:?Ztp}
Cr: ?Yss&?Ytp; ?Zss&?Ztp
cd: not ?r=circumstantial



Rule 4 defines the relative ordering between the subject (bound to ?Yss) of a verbal
lexeme (referred to by ?Xss) and any other dependent of the verb (?Zss): the subject
goes before. The circumstantial elements are excluded since they may come before the
subject.

4.1.1.2. Transduction

The algorithm adopted by MATE’s transduction engine to map a source structure G
defined over the alphabets of the stratum S; onto a target structure of the stratum S;.;
using the grammar G,_,;.; can be sketched as follows:

Given, a graph system (Gy, Gi_;+;,G,) with G; as the source graph, G,_;.; as the
rule grammar, g € G,_;+;, g = (Is,rs,rc,cd,cr) and G, as the set of target graphs,
map G, onto G, € G, performing the following steps:

1. Binding: Identify all isomorphic images of Is € g (Vg € G,_;+;) in G, and
associate their elements with the corresponding elements of /s.

2. Evaluation of conditions: Evaluate the conditions for each bound image of
Is.

3. Clustering: Build groups of rules, CL, with a group (or, cluster) CL € CL
containing all applicable rules that do not contradict each other and mapping
G, in its entirety.

4. Application: Create the images of rs € g (Vg € CL,V CL € CL)

5.  Unification: Unify the images of all rs that belong to the same cluster CL.

The goal of the algorithm is thus to create for a given G all possible well-formed
structures G, that correspond to G, in accordance with G,_,;+;, avoiding incomplete G s,
i.e., G;s that do not entirely cover G, and structures that are corrupted because several
rules with an overlapping left-hand side graph have been applied.

4.1.2. Generation dictionaries

The propositional structures at each stratum are characterized by a distinct node and arc
alphabets. During the transitions, elements or configurations of elements of this
alphabet are put into correspondence to (configurations of) elements of the alphabet at
the adjacent stratum. As a result, generation dictionaries contain two types of
information: (i) information concerning the elements of the alphabet of a given stratum,
(i) information concerning the correspondence between elements of alphabets of
adjacent strata. Since MTT is a lexicalist (i.e., node alphabet-oriented) theory, the
dictionaries concern node alphabet elements.

At least two dictionaries are available: 1. a “semantic dictionary”, which contains the
information required with respect to semantic units (especially the information how
semantic units are mapped onto lexical units), and 2. a “lexical dictionary” with the
information on lexical units. Other dictionaries, such as a morphological dictionary can
also be introduced. For generation from extra-linguistic abstract (conceptual)
representations, furthermore, an additional, conceptual, dictionary is required. In what
follows, we discuss first such a conceptual dictionary and then a semantic and a lexical
dictionary.



4.1.2.1. Conceptual dictionary

The conceptual dictionary contains, first of all, the type and argument structure of each
concept and the concept-semanteme mapping information; cf., for illustration, the entry
for the concept CONCENTRATION.

concentration: property_attribute {
sem = ‘concentration’
MATR = {relation = 1 target = referent}
VAL = {relation = 2 target = referent}
ATTR = {relation = 1 source = referent} }

The concept CONCENTRATION has two argument slots: something that has a
concentration (referred to as MATR in accordance with [35]) and a value (referred to as
VAL), i.e., an absolute concentration figure. The concept may also be modified by a
qualitative characterization of the concentration (“high”, “low”, etc.), referred to as
ATTR. The corresponding semanteme ‘concentration’ takes MATR as its first semantic
argument (indicated by the “relation=1" parameter embedded in MATR’s value) and
VAL as its second. The attributes “target=referent” and “source=referent” indicate the
direction of the semantic relation (for MATR and VAL, the semantic predicate is
‘concentration’, which takes MATR’s and VAL’s corresponding semantemes as its
arguments, while ATTR’s semantic correspondent is a predicate taking ‘concentration’
as its argument).

4.1.2.2. Semantic dictionary

The semantic dictionary gives, for each semanteme, all its possible lexicalisations. For
instance, for the meaning ‘cause’ it lists the LUs CAUSE[V], CAUSE[N],
RESULT[V], RESULT[N], DUE, BECAUSE, CONSEQUENCE, etc. Note that we do
not consider at this stage the valency of the LUs. Thus, it does not matter that ‘X causes
Y’ means that ‘Y results from X’; what interests us here is only that these two lexemes
can both be used to denote the same situation, regardless of the communicative
orientation (in a more comprehensive dictionary, the criteria for the choice of a specific
lexicalization are specified). Cf., for illustration, the entry for the semanteme
‘concentration’ as specified in the semantic dictionary:

concentration {
label = parameter
lex = concentration}

The “label=parameter” attribute-value pair specifies the semantic type of a semanteme.
We can also specify the semantic type of the arguments of a predicate; for instance,
adding the attribute “lI=substance” would force the first semantic argument of
‘concentration’ to be of type “substance”.

4.1.2.3. Lexical dictionary

The lexical dictionary is the richest of the set of three generation dictionaries. It
contains, for each LU, information on its part of speech, minimal sub-categorization
information and the LFs that are applicable to the LU. Consider, for illustration, the
entry for CONCENTRATION:



concentration {
// Grammatical characteristics:
dpos=N// deep part of speech is N(oun)
spos=common_noun // surface part of speech is common noun
// Government pattern (subcategorization):
gp={
// Sem-DSynt valency projection:
1=1 // first semantic actant corresponds to the first deep-syntactic actant
2=11 // second semantic actant corresponds to the second deep-syntactic actant
// First syntactic actant can be realized as "ozone concentration":
1={
dpos=N // actant is a noun
rel=compound // linked with compound relation
det=no // takes no determiner

3
// First syntactic actant can be realized as "concentration of ozone":
1 = {
dpos=N // actant is a noun
rel=noun_completive // linked with noun_completive relation
prep=of // takes preposition "of"
det=no // takes no determiner

}

// Second syntactic actant can be realized as "concentration of 180 pg/m3":
1={
dpos=Num // actant is a number
rel=noun_completive // linked with noun_completive relation
prep=of // takes preposition "of"

b3

// Lexical functions:
Magn = high
AntiMagn = low
Advl = in//"(we found) ozone in a concentration (of 180 pg/m3)"
Func2 = be // "the concentration (of ozone) is 180 pg/m3"
Operl = have // "ozone has a concentration (of 180 pg/m3)"
IncepFunc2=reach // "the concentration (of ozone) reached 180 pg/m3"
IncepOperl=reach // "ozone will reach a concentration (of 180 pg/m3)"
}
It is convenient to use two levels of granularity for the part of speech, referred to as
“deep” and as “surface” part of speech (‘dpos’ and ‘spos’, respectively). This allows
for quick reference to a whole family of parts of speech in grammar rules (for example,
“N” refers to any proper noun, common noun, or pronoun). All specific grammatical
characteristics of an LU are described as feature-value pairs (for example, its gender or
its ability to take or not plural, definiteness, a certain tense, etc.). The sub-
categorization must contain the projection of the semantic to the syntactic valency and
all possible ways of syntactically connecting the LU with its dependents. Governed
prepositions must be indicated here, as well as case assignment if it exists in the
language being described. The part of speech of the dependents can be restricted (for
instance, the first actant of CONCENTRATION must be a noun, while its second must
be a number).
As already outlined above, LFs are an efficient means to refer to recurrent
semantic and syntactic patterns of restricted lexical co-occurrence and lexico-semantic
derivation. In the example above, Magn points to an LU which is a syntactic modifier



and has a meaning of intensification (AntiMagn is its antonym). The LF Func, refers to
a semantically emptied verb that takes the keyword (CONCENTRATION) as its
subject and the keyword’s second semantic actant as its object. The LF IncepOper;
points to a verb meaning roughly ‘start’ which takes the keyword as its object and the
first actant of the keyword as its subject.

In general, we can state that the more information on restricted lexical co-
occurrence the lexical dictionary contains the more natural and idiomatic the generated
text will be.

4.2. Applying MTM in Generation

Now that we have a more formal outline of an MTM, let us assess it from the
viewpoint of the generation tasks talked about in Section 3.

4.2.1. Text planning in an MTM-based generator

The text planning task is covered by a module that operates on an extra-linguistic
representation outside the linguistic generator kernel and that provides as output a fext
plan. The text plan serves as input to the linguistic generator. Given that the most
abstract stratum this generator starts from is either the semantic or the conceptual
stratum, the text plan is required to be expressed as/mapped on a semantic or on a
conceptual graph representation. This does not mean, of course, that the planning
module is required to operate on a semantic/conceptual representation.

In practice, both schema-based and RST-based planning mechanisms have been
used in MTM-based generation; cf. [61, 62] for the first and [63, 42] for the second.
Figure 15 displays a sample text plan as produced by the planning module described in
[42].

<span id="UN65932" relation="topic-focus-elaboration" modes="text">
<span id="UN65938" node="nucleus">
<infounit id="UN65941">
<topic id="UN65943" section="current" type="aq" subtypes="secondary" alert="false"/>
<finfounit> </span>
<span id="UN65951" relation="negative-justification" node="satellite">
<span id="UN65956" node="nucleus">
<infounit id="UN65959" order="1.2">
<rating id="UN65961" ref="SN65568" label="1/6" possessor="aq" region="Catalunya"/>
<finfounit> </span>
<span id="UN65973" relation="list" node="satellite">
<span id="UN65977" node="nucleus">
<infounit id="UN65980" order="1.4.1">
<concentration id="UN65982" possessor="03"/>
<finfounit> </span>
<span id="UN65991" node="nucleus">
<infounit id="UN65994" order="1.4.2">
<concentration id="UN65996" possessor="S02"/>
<[infounit> </span>
<span id="UN66005" node="nucleus">
<infounit id="UN66008" order="1.4.3">
<concentration id="UN66010" possessor="CQ"/>
<finfounit> </span>
</span> </span> </span>

Figure 15: Fragment of a sample text plan used as input to the linguistic generator



Such a text plan can be readily mapped onto a conceptual graph structure that is
“understood” by the linguistic MTT-based generator.

4.2.2. Deriving the communicative structure

As we have seen in Section 3, the communicative structure is very important in MTT-
based text generation. However, when we start from an abstract conceptual
representation or from a numeric time series, CommsS is not available. It must be
derived in the course of generation. Some preliminary work on how this can be done is
described in [64]. The central assumption underlying this work is that the
communicative structure of a statement is determined by:

(iv) domain communication knowledge concerning the context of the statement:
each domain has its own way “to tell the story”,

(v)  the discourse structure relations in which the statement is involved: RST-like
relations give clear hints with respect to the distribution of the communicative
structure.

Based on this assumption, rules of the following kind are derived for generation from
numeric time series:

IF 1. between DU and DU** CONTRAST holds
2. the contrasted elements are v € Sta” and v € Sta of # wrt circumstantial ¢
3.1 e Th, v e Rh®", ¢ € Rh®™

THEN Th%® « 7, Th%® «— ¢, Rh®® «— v

(with ‘Sta’ as statement under construction, ‘Sta”” as one of the preceding statements,
‘DUS™ as the discourse unit containing the statement Sta, ‘#’ as token captured by the
time series, ‘v’ as value of the token at a given time, ‘Th%® as Theme of the statement
Sta and ‘Rh* as Rheme of the statement Sta).

Using rules of this kind for the other primary dimensions such as Giveness,
Focalization, and Foregrounding, a rich enough CommsS can be derived to guide the
subsequent generation.

4.2.3. Coping with sentence-planning tasks in an MTM-based generator

In the MT-transduction model as implemented for text generation, most of the
sentence-planning tasks are realized during the Sem-DSynt transition; some aspects of
lexicalization (such as anaphoric reference introduction) are naturally handled during
the DSynt-SSynt transition. The surface-realization is done starting from the DSynt-
SSynt transition through all remaining subsequent transitions.

As far as aggregation is concerned, the MTM covers lexico-semantic and syntactic
aggregation; contextual and conceptual aggregation must be carried out outside (prior
to) the linguistic generator proper — for instance, when mapping the conceptual
structure to the semantic structure. Consider, for illustration, a sample rule that handles
first actant aggregation for English."

' Note that lexico-semantic and syntactic aggregation can also be carried out at a single stratum,
namely the DSynt-stratum. However, this would require a structure rewriting model, rather than a
transduction model. The general usefulness of such a rewriting model is undisputable — for instance for
paraphrasing or summarization exercises.



Rule 5:
Is: ?S{?X1lsem
?X2sem}
rs: ?X1ds{COORD->?Ads{
lex=AND
11->?X2ds{}}}
rc: ?Xds; ?Yds
cr: Xlsem&?Xlds; ?X2sem&?X2ds
cd: ?S{?X1lsem{1->?Ysem}
?X2sem{1->?Ysem}}

This rule applies in case the same first semantic actant occurs twice with different
governors. The result of the rule at the DSynt-side is a coordination of the DSynt-
realization of these governors.

In Subsection 3.3, sentence packaging can be interpreted as taking place either at
the semantic stratum as a structure rewriting procedure, or during the Con—Sem
transition. With the semantic stratum as the most abstract linguistic stratum, MTT
foresees the first option. However, when a generator starts from a conceptual structure,
the second option is more practical and more natural. So far, MTT-based generators are
not an exception when compared to other state-of-the-art generators with respect to
sentence packaging: they tend to adopt a rather ad hoc strategy of sentence packaging:
a main verb with its argument structure forms by default a sentence; the sentence can
be extended by relative clauses modifying the arguments of the main verb. We
dispense here with giving rule examples for sentence packaging.

The transition model in an MTM allows for lexicalization strategies of various
complexities. A comprehensive semantic dictionary contains all possible lexicalizations
of each semanteme; see Subsection 4.1.2.2. The criteria for the selection of one specific
lexicalization are to be specified in terms of attribute-value pairs in the dictionary.

The task of sentence structure determination is carried out during the Sem-DSynt
and DSynt-SSynt transitions. As pointed out in Subsection 3.3.3, it is largely guided by
the communicative structure.

5. Principles for Compiling Generation Resources

One key to the solution of the problem of the shortage of resources for low- and
middle-density languages is the maximal reuse of the resources available for other
languages. Existing resources can be reused in two different ways: (a) by resource
porting [65, 66] and (b) by resource sharing [67, 68, 69, 10]. Porting implies the
adaptation (by copy and modification) of the resources developed for language & to
language ¢, while sharing implies the extraction of resources shared by all languages
considered and their common maintenance. Intuitively, porting seems more suitable for
largely diverging & and “% and sharing for typologically similar languages.

In our work, we focused so far on resource sharing for grammatical resources and
resource porting for lexical resources [10]. For effective resource sharing, it is crucial
that already the design of the organization of the resources supports resource (re)use
across languages. We adopt the following strategy: (i) extract recurrent rule patterns
across languages and factorize them out into a “meta-grammar”, (ii) modularize (or
packaging) language-specific rules, (iii) shift the bulk of the grammarian’s work to the



lexicon, (iv) generalize recurrent lexical patterns and introduce an inheritance
mechanism. This strategy has been successfully applied to the development of
resources for Catalan, English, French, Polish, Portuguese and Spanish.

5.1. Extracting recurrent rule patterns across languages

In general, a contrastive analysis of multilingual grammatical resources quickly shows
that many of the rules are shared by a subset of the languages, or even by all languages
under consideration. For instance, Rule 1 in 4.1.1.1, maps the concept ‘ TOMORROW’
onto the semanteme ‘future’. In subsequent transduction stages towards the surface,
‘future’ is realized by language-specific morphological or lexical means, but at the
semantic stratum, it merely encodes the meaning ‘one day later than now’ — which is
not specific to any language. Similarly, Rule 2 makes no reference to any specific
lexical unit (LU), nor does it refer to any language-specific grammatical relation
(semantic and deep-syntactic relations are universal by definition). Rather, it
implements the government pattern of any given LU with respect to its DSyntA | slot.
Analogous rules are available for all DSyntA slots (11, 111, ...). Rules of this kind are
good candidates to universality — although no absolute statements with respect to the
universality of any grammar rules can be made at the current state of research in
language engineering.

In contrast, Rule 3 is only valid for English. It refers to a specific lexeme (WILL),
and it even explicitly requires that the ISO identification code of the language be
“ENG”.

Between these two extremes, rules are encountered that apply to a set of languages
— a family or any ad hoc set. For instance, Rule 4 is an example of a (word order) rule
which by default holds for all languages we considered so far (even for Polish as a free-
order word language shows a strong preference for ordering the grammatical subject
before the verb it is governed), but is certainly not universal. Furthermore, in English,
the determiner in most cases agrees with its governing noun only in number, while, for
instance, in Romance and Slavic (in case a determiner other than article is available)
languages, it agrees in number and gender (in Slavic languages, also in case).
Therefore, we can specify one rule for all these languages — excluding English:"

Rule 6:
Is: ?Xss {dpos=N
det->?Yss}
rs: ?Ytp{gender=?Xss.gender
number=?Xss.number}
Cr: ?Xss&?2Xtp; ?Ysse?2Ytp
cd: not(lexicon::(id).(iso)=ENG)

Another option would be to provide this rule family-wise, specifying in the conditions
language: : (id) . (fami ly)=romance.

The general principle is thus to minimize the number of language-specific rules
(such as Rule 3) and maximize the number of generic rules. The degree of
generalization that can be achieved for a module depends on the language and the strata
that are involved. Languages with a complex agreement or many lexical markers for

' For instance, Dutch forms in this respect a common set with English. This means that if we would
include Dutch into our resource list, we would need to modify the rule accordingly.



grammatical meanings (articles, auxiliaries, etc.) require a higher share of language-
specific rules, while languages with a poorer morphology have a smaller share of
language-specific rules.

Table 3 below copied from [10] shows the distribution of the language-
independent and language-specific rules in a medium coverage generation grammar
system that involves Catalan (CT), English (EN), Spanish (ES), French (FR), Polish
(PL) and Portuguese (PT).

Table 3: Distribution of generic and language-specific rules in a generation grammar framework

Module Core | CT EN ES FR PL PT
Con = Sem 50 0 0 0 0 0 0
Sem = DSynt 59 8 8 7 7 11 6
(12%) | (12%) | (11%) | (11%) | (16%) | (9%)
DSynt = SSynt 64 13 16 11 16 7 12
(17%) | (20%) | (15%) | (20%) | (10%) | (16%)
SSynt = Dmorph 70 13 3 12 19 8 14
(16%) | (4%) (15%) | (21%) | (10%) | (17%)
DMorph = SMorph 7 8 5 6 10 10 6
(53%) | (42%) | (46%) | (59%) | (59%) | (46%)
SMorph = Text 12 1 1 1 1 1 1
B%) | 8%) | (8% | (8% | (8% | (8%)
Language-specific rules (%), avr. | 14% (11% | (12%) | (17%) | (12%) | (13%)

As can be observed, the deeper the stratum, the more generic a grammar module tends
to be. Thus, the Con-Sem module is entirely language-independent, but highly domain-
specific — certainly also because the above six languages are very similar with respect
to their semantic codification.

5.2. Packaging language-specific rules

For further optimization of the organization of the resources, each grammar module can
be organized in terms of packages. A package is a set of rules that complement each
other, or, on the contrary, are in competition. Each package handles one specific
linguistic phenomenon. Formally, a package is defined by an abstract rule from which
other rules depend. An abstract rule is always empty, but it may have conditions
associated to it. These conditions are then inherited to all rules that depend on it. A
package can be also composed of several sub-packages — as, for instance, the language
packages: rules specific to a language are grouped into a separate package, which in its
turn consists of a number of sub-packages for various language-specific phenomena.

In each grammar module, a “core” package is defined. It contains all essential rules
that are needed to process a standard input structure. For instance, the core package of
the SSynt-DMorph module includes rules for lexicalization and actantial and modifier
relation handling. Packages for lexical co-occurrence, quantification, voice, etc.
complement the core package.

With this package-oriented design, it is possible to: (i) localize easier fragments of
grammatical resources that can be shared across languages, (ii) exchange fragments of
the resources without worrying about the interdependencies with other fragments, (iii)
assign the development of different packages to different grammarians, observing the
expertise and interests of each of them.



The strategy of packaging can also be extended to the design of dictionaries. Thus,
the lexical core should constitute the main package, while additional packages could be
developed by terminologists as experts in specific areas of specialized discourse.
Furthermore, sub-packages could be introduced for each zone of a dictionary (see
Section 2.3 above) and for semantic/lexical fields or domains.

5.3. Shifting the bulk of the grammarian’s work to the lexicon

One of the obstacles during the development of large coverage generation grammars —
be it for low-density or high-density languages — is the complexity of the transductions
if they are considered as a purely grammatical matter. One way to ease the work of
grammar writing is to encode information that is in its nature lexical in the dictionary
for the individual LUs. For instance, the mapping of the argument relations in a
semantic and deep-syntactic structure onto corresponding relations or node
configurations at the adjacent stratum has in former MTT-generators been usually
realized in terms of grammar rules of the following type:

Rule 6*:
Is: ?Xsem {1->?Ysem}
rs: ?Xds{l1->?Yds}
cd: ?Ysem.theme = yes
cr: Xsem&?Xds; ?Yseme?Yds

Rule 7*:
Is: ?Xsem {2->?Ysem}
rs: ?Xds{l11->?Yds}
cd: ?Ysem.rheme = yes
cr: Xsem®?Xds; ?Ysem&>?Yds

However, these rules ignore that the correspondences they realize are the default
projections as encoded in the government pattern (GP) of any predicate and should thus
be specified in the dictionary in a general form:

"predicate” {
gp={1=1; 2=11; 3=111; ..; 6=VI}}

We assume that a predicate possesses at most six arguments, with the i-th semantic
argument (denoted by an Arabic numeral) by default corresponding to the i-th syntactic
actant (denoted by a Roman numeral).

Each individual predicative LU inherits this GP such that a repetition is avoided
(see also next subsection). In case an LU has a deviating projection, this deviation is
entered in its individual GP. Grammar rules can then make use of the GP information
(both inherited and individual) as indicated in Rule 2 in 4.1.1.1.

Such a shift of the workload from the grammar to the lexicon is also in accordance
with our experience, which tells us that for untrained personnel it is much easier and
faster to write lexical entries than to write grammar rules.



5.4. Relying upon rich hierarchical dictionaries

As already pointed out above, rich dictionaries are crucial for the development of stable
large coverage MTT-based generators. The information that needs to be included in
such dictionaries has already been outlined in Section 4.1.2. For an efficient
organization of this information, we use inheritance. The inheritance allows us to
factorize all information shared by several entries into abstract entries, from which it is
then propagated to the entries for the concrete LUs. Consider a fragment of the verbal
hierarchy “predicate” — “verb” — “direct transitive verb”. The predicate node
provides the default projection of the semantic valency to the syntactic valency of a
predicative unit; cf. above. A verbal lexeme is a predicate (i.e., inherits, if they are not
overwritten, all features defined for the predicate unit). Furthermore, its surface and
deep part of speech are respectively ‘V’ and ‘verb’ and, by default, in the case of the
finite form, its first syntactic actant is realized as a syntactic subject, usually a noun:

"verb"™ : "predicate"{
dpos=V; spos=verb
gp={1={dpos=N; rel=subj}}}

Note that such abstract entries are not necessarily universal. For each language, we
keep a separate hierarchy since the parts of speech and the morpho-syntactic behavior
of the lexical units that carry them can vary cross-linguistically. For example, in Polish,
the syntactic subject is assigned the nominative case, such that this information would
be added to the abstract verb entry for Polish; the exceptions are taken care of within
the entries for the verbs in question.

English direct transitive verbs inherit from the “verb”-class. Furthermore, they
realize their second syntactic actant as a direct object, and it is by default a noun:

“verb_dt" : "verb™ {
gp={11={dpos=N; rel=dobj}}}

Now, adding a direct transitive verb to the lexicon is just a matter of expressing its
membership in the verb dt class and adding verb-specific information. Consider, for
illustration, the entry for the verb EXCEED, where we have added information on its
lexical co-occurrence:

exceed : "verb_dt"{
Magn="‘by far"
Magn=""far”
AntiMagn="a little"}

All information on the projection of the semantic to the syntactic valency, the part of
speech and the surface realization of the actants has been inherited. This information
can be overwritten. For example, [to] EXPECT has two possible sub-categorization
patterns, none of which corresponds to the default pattern for verbs:

expect : "verb" {

gp={ 11={dpos=V; fFfiniteness=FIN; mood=IND; prep=that}}
gp={11={dpos=V; Ffiniteness=INF; prep=to; rel=iobj}
raise={l1={rel=dobj}}}}



The first pattern gives rise to such sentences as [We], expect [that the ozone
concentration will increase],. The second pattern encodes a subject-raising
construction where the first actant of DSynt-actant 1l is raised to become the direct
object of EXPECT, downgrading actant Il to an indirect object position; cf.: [We],
expect [the ozone concentration]iiaised subject, dir.obj [10 increase]y.

6. Deriving Generation Resources for New Languages

The resource design principles discussed in Section 5 ensure that (i) no parts of the
resources are repeated, (ii) the resources are linguistically sound, and (iii) the
acquisition and maintenance (evaluation, correction, and extension) of the resources
can be carried out easily by grammarians without extensive experience in the linguistic
theory underlying the generator. Especially the last item is of relevance to our context.
The principles allow for a swift acquisition of resources for new languages — including
low- and middle density languages. Few changes need to be made to the grammar
rules, since most of the language-specific information is dealt with in the dictionaries.
Rules that handle articles, auxiliaries and other lexical markers of grammatical
meanings, as well as agreement and word-order rules do need to be modified, but they
are usually rather simple. Hence, the major workload of adding a new language
consists in the description of the LUs of the language in question — although the
distribution of the workload obviously heavily depends on the characteristics of the
new language. Thus, the extension of the resources developed for the six languages
Catalan, English, French, Portuguese, and Spanish to Galician,'® which is very similar
to Spanish, hardly required any new grammar rules; the main workload consisted in the
translation of the vocabulary, i.e., in porting of the lexical resources. Consider the
Galician lexical entries corresponding to EXCEED and EXPECT from above:

exceder: "verb_dt"{
Magn=moito
AntiMagn=""un pouco"}

esperar : "verb" {

gp={11={dpos=V; finiteness=FIN; mood=SUBJ; prep=que}}
gp={11={dpos=V; finiteness=INF; prep=a; rel=iobj}
raise={11={rel=dobj}}}}

Note the difference in the mood of ESPERAR ‘expect’: while in English, it is the
indicative, in Galician (as in Catalan and Spanish) it is the subjunctive.

The extension of the same resources to, e.g., Basque, would be more costly, and to,
e.g., Lezgian (just to name a language that is rather different from the languages with
which wle7 usually work), or any other typologically radically different language, even
more so.

'® Galician is a Western Ibero-Romance language spoken in the North-West of Spain; the total number
of speakers of Galician is about 3 to 4 million.

17 According to Wikipedia, Basque has about 1 million speakers (for 700 000 of them, it is the first
language) and Lezgian, which belongs to the Lezgic group of the Dagestan language family, about 451 000
speakers.



7. Evaluation of the Resources

Any language engineering resources must be subjected to a rigorous evaluation at each
stage of their development. This is also true for resources being obtained by resource
sharing and porting. Lareau and Wanner [10] propose for MTT-based generation
resources a three stage evaluation: (i) micro evaluation of grammatical resources, (ii)
macro evaluation of grammatical resources, and (iii) evaluation of the consistency of
the dictionaries.

Micro evaluation concerns the evaluation of individual rules. For each rule (or
each set of equivalent rules) a set of test structures is to be set up. These structures must
be as simple as possible but still cover all phenomena the rule in question has to be able
to cope with. In most cases, a single rule cannot be tested in isolation; its application
depends on the application of some core rules. For instance, it is not possible to test
only the construction of a given syntactic relation without also applying the rules that
create the nodes linked by the relation. Therefore, for evaluation, it is necessary to keep
track of rule dependencies. Hence, not only do we associate a set of test structures with
each rule, but we also associate each test structure with the set of rules it activates.
When a rule is modified, all executed test routines that involved it are reset and run
again. Micro-testing thus verifies elementary components separately.

By the very nature of micro evaluation, it is difficult to have for it language-
independent test structures. Thus, even if we want to test a generic DSynt-SSynt rule,
the input test structure will have to be a DSynt-structure, which by definition contains
LUs of a specific language. Therefore, only the rules of the Con-Sem module can be
micro-tested with language-independent test structures (since our conceptual structures
are the same for all languages) — although it can often be assumed that generic rules
tested in one language will work just as well in other languages.

Macro evaluation aims to assess the coverage of the linguistic resources for a
given application — as, for instance, the generation of air quality bulletins or soccer
match commentaries. The test structures used for this task must cover the largest
possible number of text plans the generator has to handle. The goal is here not to test
specific rules, but to make sure that the system can handle the input structures with
which it is expected to be provided. Macro evaluation is best applied after micro
evaluation, as it verifies the interaction between the various components of the
grammar.

In addition to micro and macro evaluation of the grammatical resources, it is
necessary to make sure that all units of the node alphabet at a given stratum can be
expressed in terms of a feature, unit, or unit configuration at the adjacent stratum. In
the context of text generation which covers all strata of an MTM, we must also ensure
that all concepts that might appear in the input structures can be expressed in any
language. Concepts are mapped following the instructions in the conceptual
dictionaries to language-specific semantemes, which in their own turn are mapped to
LUs. These LUs point to prepositions in their sub-categorization patterns and to other
LUs through lexical functions. All these links form a complex network where errors are
hard to spot for a human, so we created a small MATE grammar that consists
essentially of simplified lexicalisation rules. This grammar takes as input a list of
structures, each containing one concept (one structure for every concept expected in the
input of the system), and produces structures representing the lexical links encoded by
the dictionaries. Then, a set of consistency-checking rules is applied to make sure that
there is no pointer to non-existent entries, and that each entry contains all the necessary



information (for example, that Catalan nouns have a gender, that every LU has a part of
speech, that syntactic relation names are specified in the sub-categorization patterns,
etc.). If an error is found, an appropriate message is added to the output.

8. Conclusions

We hope that it became clear why MTT is one of the most popular linguistic theories in
text generation. Our goal in this article was twofold: firstly, to give a brief introduction
to the MTT-model and to its use as basis of a text generator, and, secondly, to show
how grammatical and lexical resources in the MTT-framework can be efficiently
developed and extended to cover new languages — be they high-, or low-, or middle-
density languages. However, given that so far we experimented only with low- and
middle-density languages that are very similar to the high-density languages for which
resources are available, we cannot make any reliable statement on how big the effort
would be to extend our resources to radically different languages. There is no other
way to know it than to get started. Researchers embarking on this endeavour can be
sure of our support.
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